
Every engineer, every scientist studying virtual reality says 'How can we get the virtual to be 

close to real?' Our big idea is 'no, you're in virtual reality because it doesn't have to be real.' How 

can you leverage this differential between the real and the virtual in order to do things that 

wouldn't be possible, and to make social interaction and teaching better? I've been taking that 

idea and really running with it for about 10 years. Your virtual teacher should be better than your 

physical teacher. That idea gets a ton of resistance. I was at a conference a week ago, and it was 

about students and multi-tasking. It was the National Science Foundation-sponsored conference, 

and we got onto the topic of virtual teachers. A famous professor at a top-ten university said 'you 

guys are losing the face-to-face component. I do agree that face-to-face has tons of value, but 

your point about you being there for your students is one that I don't agree with: teachers die, 

they get other jobs, and we forget our students. How often do you have a students come up to 

you and say 'I really enjoyed your class.' There are a hundred people in my class. I can't 

remember them all- it's not possible. The difference is, not only would a computer remember 

everything about that student, it would have known where that student was weak, where it was 

strong. Humans can't do that, and computers can. The field of education strongly believes that 

the best teacher is a face-to-face one. What if you take the best physical teacher that ever lived, 

and built a computer model- or ever a recording- forget high technology- and make a recording 

of the best lecture on quantum mechanics that ever was. Who would you rather hear the first 

lecture, in terms of content delivery, from- your teacher- half of which, by definition, are less 

than average- or the best person that ever was, and then you need a person there to answer 

questions? The idea that people have to be teachers is a popular one among people who have the 

jobs- including me. There are a lot of bad teachers out there- there are a lot of amazing ones- 

what if you could have the content delivered always by the amazing ones, and even have the 

"bad" teachers there to answer questions? 

 

You mentioned that you've been working on this idea for about 10 years. How did you first get 

interested in it? 

 

I got my Ph.D. in cognitive psychology, building mathematical models of how thought works 

and running experiments to confirm what the structure of the brain was, in terms of reasoning 

and learning. I like the research process, but I wasn't in love with the topics, and to be a good 

professor, you've got to be in the lab 80 hours a week and you've got to love it. At the time, I was 

reading a lot of cyberpunk, which is a genre of science fiction founded by a guy named William 

Gibson, the big novel is called Nueromancer, written in '84, or Snow Crash later on by [Neal] 

Stephenson. I was basically doing stuff with artificial intelligence, and I just didn't feel like I 

could make a contribution there. I didn't think the piecemeal things that I could do would really 

add to building real AI, in terms of making smart applications that can generate language and 

difficult problems, I didn't think would get anywhere in the next 20, 30 years. But, some of the 

ideas that I read in those novels- building a human representation, and allowing the virtual 

representation to have leverage, I thought that was a way that we could shortcut real artificial 



intelligence, but to make substantial changes in the way that people interact socially, the way that 

information is delivered, the way that we live day to day. I'm not shy about admitting this: the 

first grant that I got from the National Science Foundation, I said that I was getting a lot of these 

ideas from William Gibson's books. We obviously apply a lever of rigor to them that wasn't there 

before, but there are a lot of big ideas out there. 

 

Did you have a particular problem that you set out to solve using virtual reality applications? 

 

To be honest, when I made the transition, I didn't know. There was a wonderful lab at UC-Santa 

Barbara, a guy named Jim Blasovich was running the first social psychology hybrid computer 

science lab, in terms of using virtual reality to understand the social aspect of identity and 

persuasion and learning, and he hired me as a post-doc. When I say that I switched- I was 

reading these books, and this guy was willing to give me a job.  

 

When did you begin trying to apply virtual reality to classroom teaching? 

 

I got to Stanford, and the National Science Foundation funded what's called a Center of Learning 

Grant. It's a $25 million grant for 5 years, to study some core aspect of learning. My colleagues 

at Stanford got one in using basically avatars for learning and understanding what it does for the 

brain- avatars is too strong a word- understanding mediated learning as opposed to face-to-face 

learning. Five years ago they hired me on that grant just to come into the meetings, and for the 

past five years I've been working with the top learning science scholars. Based on their inputs, 

I've really started to understand how this stuff can work with learning. We run lots of 

experiments on it, and it’s been working. As a class, you can boost up test performance by ten 

percentage points if you do something silly, like changing seat location. If you put everybody 

front and center, they see the information better. And there's ways that you can use virtual 

reality. The math that goes into this algorithm is four lines of code using seventh-grade 

trigonometry, or eleventh grade trigonometry. It's not that hard to do, and you can get huge 

boosts in performance. 

 

In the experiments you did, what are the mechanics? Do you have a professor who's wearing a 

virtual reality helmet, holding a controller... 

 

I like to think big. In the experiments we did, the mechanics were done in that manner. But it can 

be done just as easily using Second Life, just as easily using Nintendo Wii, the only thing you 

need to make it work is some way of measuring the attention of another in a spatial location. An 

online world like Second Life does that perfectly. The Nintendo Wii can network people, I 

mean- I really try to push myself against being wed to the helmet. The critical thing to 

understand is that the way to make this work requires people to interact with digital versions of 

one another, instead of face-to-face. Whether it’s done on your cell phone, or on your computer, 



or on a game console; that's less important. In the study I did, the idea was that you had to feel 

like you were sitting in a certain part of the room. Any video game can allow you to have that- 

it’s not as immersive, or as persuasive, but it’s still there. 

 

In a situation like that, to what extent is an actual person invested in the avatar, in terms of 

reacting to what a student does, or... 

 

Is the question 'how much do people treat virtual people like real ones?'  

 

Well, how much of a real person is in the virtual person? 

 

Do you mean, does the learner believe that the teacher is powered in real time by an actual 

person? 

 

Right- it seems to me like you would have to have that there, in order to make a student stay 

focused, so you don't have student sitting in bed with his PJ's, playing Nintendo on the side. 

 

I've got two answers to that question, and there opposite answers. One answer is that we've got 

lots of evidence that, even when they know it isn't real, the visceral experience of having 

something look at you and respond to you, even if you know it’s not powered by a person in real 

time, is still very persuasive, and it has you look back. On the other hand, remind me, and I'll 

send you a paper when we get back, we just published a paper in the Proceedings of Cognitive 

Science Society- if I've got the same virtual simulation- you're watching a TV program, and 

you've got some computer-based thing and its following your movements- if the stimulus 

presented- the movements of the avatar are exactly the same- if half the subjects are led to 

believe that a real person is controlling it, and the other half believe that it’s just a computer 

controlling it, you actually do get better learning when they believe it is a person. My 

complicated answer is, being the focus of visual attention, is enough to make you pay attention. 

But you'll pay even more if you believe a human is somehow behind it. 

 

Is part of this a student now knowing if there's a professor there watching, and when there isn't? 

 

Yeah- if you want to get Orwellian- there's a one in 100 chance that the teacher could be there. 

Or you farm it out to India, so it’s not the teacher who watching it, but... 

 

How much of this is a scam cooked up by professors who don't want to have to come out of their 

offices and interrupt their research? 

 

It’s the exact opposite. Professors hate this idea for the large part, because it replaces their job. 

Most professors enjoy the lecturing part- maybe not the grading part, but we love hearing our 



own voices, we love the captive audiences. Also, if the professor loses the opportunity to speak, 

the professor loses their job. If there's a system to do this, I can magnify my teaching by a 

hundredfold. There's a lot of reasons to be cynical- lazy professors who want to stay in their 

offices, I don't think is a valid one. 

 

This would really change what a professor does. It would really lessen the workload of lecturing, 

relative to the size of the student body. 

 

Let's assume for a second that a professor is going to maintain his or her work hours. I've given 

the Intro to Statistics lecture in my life 20 or 30 times in the eight times I've taught it. What's a 

better use of my time, re-giving that exact same lecture, or being there to respond to specific 

questions a student has, or being able to come up with an amazing, creative new concept? The 

avatar gives me the ability to do all the rote stuff, that I've done a hundred times, that I have to do 

to get paid for- even though why am I getting paid to give the same lecture again a hundred 

times?- or I can focus those same hours on one-to-one tutorial. There's a famous study in the '80s 

[which found] one-on-one tutoring gives three standard deviations better results. Who not free 

myself for the one-on-one, and let the avatar do all the boring stuff- the pre-recorded lecture I've 

given a hundred times? 

 

Have you actually tried any of this out- other than experimenting- in the classroom? 

 

I've given lectures in Second Life, and the one thing I can do in Second Life is be able to have 

my avatar pan the room, and allow me to say, 'I need to double-check a fact.' It allows me to let 

the rote idling behavior of the avatar to keep people engaged, while I need to stop, look 

something up, and actually have a better lecture given, because I can, without distracting the 

students, actually improve my real-time answer based on one of their questions. A lot of this, to 

be honest, is just showing the concept. I see that it can be done relatively easily, but you'll see a 

lot of resistance from institutions. 

 

Do you feel like there are some subjects that this style of teaching would apply to better than 

others? 

 

Let's say not subjects for a second, but learning styles. There's an old debate in education called 

the telling model- I lecture at you- vs. the constructivist model. One cool thing about VR- instead 

of talking about climate change, and the abstract idea of molecules of carbon dioxide getting 

trapped- you can stick the students in the atmosphere. You can show them exactly how, when 

they drive their car, it produces these little molecules. Some things about constructivist learning, 

VR is very conducive towards. Instead of me telling you about something, the person can 

viscerally experience it. I'm going on sabbatical next year, and I just wrote a very substantial 

NSF grant to use VR to teach climate change literacy. Climate change has been a really hard 



thing to teach, mostly because it’s really boring, as written, and it’s really abstract. For example, 

I don't know if you read the article in The New York Times about when you use the fancy toilet 

paper, compared to the recycled toilet paper, you destroy virgin forests. Over someone's lifetime, 

if they use the fancy toilet paper for 40 years that they're purchasing toilet paper, that equates to 

cutting down one virgin tree. One big, beautiful virgin tree. When I tell you that- its just one tree. 

But, imagine that you're in a virtual classroom, and, as you see yourself virtually using toilet 

paper, you see yourself, in the first person, cutting down this tree, seeing all the animals fall out 

of it, seeing the road that's built to get to this tree- it’s a way of teaching viscerally that we 

couldn't do otherwise. I'm very optimistic that, in terms of climate change literacy and 

environmental stuff, it’s going to be a really new way of thinking about these kind of dense, but 

important abstract science concepts. Topics that are hands-on, I think are going to be good to use 

VR for, and particularly science. 

 

There's been talk about really exotic forms of virtual reality changing a whole lot of things- and 

in most cases, it just hasn't panned out. Why won't a less exotic form of mediated learning- 

IMing the professor, or video chatting or something like that- take hold instead of your idea? 

 

I'm going to separate that into two questions, and I think it’s a great insight. The big joke among 

VR guys is 'next year, VR is going to be huge.' I'm not claiming that immersive VR is going to 

be in every living room. What I will say is that there’s a difference between now and then. VR 

was always clunky and abstract. What's changed the world is the ability to network. Why are 

people spending so much time online now? It's not about any details of the technology. Facebook 

is enough, or even texting is enough- it's about being in digital places with other people. What 

we know right now is that kids would rather be on facebook than just about anything. What's 

different about VR now than it was ever before is the ability to network with other people. 

People like being around people- we're social animals. That's the first part of your question. The 

second answer is that given that we're textually networked now, what's the point of adding the 

layer of a visual? The answer to that is a longer one, and a debatable one. There are certainly a 

counter-side to what I'm going to tell you, but in terms of the experiment that we've run where 

we measure your physiology, where we measure your learning, your persuasion, putting in an 

avatar that is a meter away from you and staring you in the eye ramps up everything. It adds a 

gain factor to the information delivery. When it’s done poorly, it fails miserably. Why doesn't 

anybody videoconference? Because it doesn't work- there's lag, there's an eye contact problem. 

The key is to not make the technology try to do too much. I'm not saying that the avatars have to 

look perfect- just a head with eyes might be enough. Just something to pinpoint visual attention 

and facial proximity is what our experiments are showing is very important. I'm not pushing for a 

helmet in every living room. What I'm pushing for is some simulation that shows another 

person's interactivity and attention. What happens when you do a phone conference? Nobody 

listens until someone says their name, if it’s eight or nine people. This is a way of making people 

stay present. What happens in distance learning when there's a video and a hundred kids? The 



same thing. This is a way of getting the best aspects of just voice, but adding to it the layer of 

visual attention. There are a lot of reasons to not have to be face-to-face- the price of gas, not 

having to be there- but having the avatars gives you the best parts of the face-to-face interaction, 

without the other costs. 

 

What's the counterargument to that? 

 

The counterargument to that is that we do really well when we read, the phone is a pretty popular 

device, and adding visual stuff distracts without adding valuable content. There’s a school of 

education scholars who say that learning is about the content. What's important is the content- 

and if you're adding visual with a gratuitous avatar that has nothing to do with content delivery, 

it’s a waste. There's a rational view of learning, that it’s all about the content, and then there's the 

argument that obviously content is a critical part, when you have a free layer of delivery, and you 

ramp up the social contact, it helps the content get there. 

 

It seems to me that, much like classroom teaching, if this is done well, that's great, but a lot of 

people probably won't do it well. And if it’s not done well it might even be worse than classroom 

teaching. 

 

I like that point, but the difference is that, if one person does it well, like an mp3 file, digital stuff 

is free to replicate infinitely. So absolutely there's going to be hacks. But there will be an 

evolution that the best stuff gets to the top. All you need is one good one, and then you've got 

one in every single classroom. 

 

I wonder how that would carry over between universities and institutions. I don't imagine 

university administrators would be too happy about a lecturer from one university effectively 

lecturing for free at another school. 

 

I don't know the answer to that one. I always share my stuff. I've gotten many no's- but when 

someone asks for a syllabus, or lecture slides, I typically am very liberal with giving that out. I've 

also gotten 'are you kidding me? I spent so much time on these notes- you're not getting them!' 

On that one... we'll see. My point is- what's the cost of that? I give the lecture once, why not 

share that material. My real strength as a scientist is that- you come, we have a discourse, and 

that's where the amazing learning happens. I'm not saying that you don't get much from lectures-

it's great; you get that base, and then let’s do the real collaborative learning. And that's just what 

this frees you up to do. 

 

--- 

 

There's a whole class of gimmicks- I say that to poke fun at myself- free things you get by being 



able to tailor your avatar. How many of us have had a teacher that we can't stand for some 

irrational reason, and we haven't wanted to go and get extra help from that teacher, we haven't 

wanted to stay after school, go to office hours with that teacher, because we don't like the way he 

talks. Or we don't like the way he looks, or smells? The idea is that the student can be able to 

choose the representation of the teacher. And the teacher to be able to choose which 

representation he sends to the students- there's so many advantages to that, given what we know 

about how social psychology works. Given that people, we know, will look more and interact 

with people who look like them. 

 

How would this change what professors learn from students? 

 

As I test my ideas in front of students, it’s critical to get their feedback. I'm a teacher- when I do 

something that's not good now, I get nod-offs, I get people leaving. Maybe the best of both 

worlds is that, in the real time, I've got really attentive avatars as students, so I'm confident and 

I'll be able to deliver the best message, but, afterwards, I go and then re-watch recording what 

really happened, and see all the disgust and the yawns, and that causes me to tailor for the next 

time. When I teach a big lecture class, there are certain things that really bother me as a teacher. 

When a student actively chooses to start IMing, or looking at YouTube- I see that as a teacher, 

and it causes the next minute or two of my lecture quality to go down, because it distracts me and 

bothers me. So I think a hybrid- the best of all worlds- is a virtual classroom where I don't see 

that that's going on, but afterwards, when I review the social situation, when I go back and replay 

mode, I can find out what's going on, I can find out who it is, and find out what I can do. 

Feedback from students is essential for teaching. So the question isn't 'how am I losing that 

feedback,' but 'how can I make that feedback better?' There's another way. In VR, if I have a 

hundred students, I can pan the room, but I can't get feedback from everyone. Imagine that we 

track everyone's movements and we send it to each other so that they can reply- I've got a 

register of everything a hundred people are doing. And I can build little flags that go off- 30 

percent of your students have tilted their heads on roll and that means that 30 percent of them 

have a quizzical look- you better slow down. It’s a way of getting you better detailed feedback 

than you could ever hope to get from a quick scan of the room while you're giving a lecture. I'm 

not claiming that it should be in every classroom tomorrow. But as these younger students 

become older students- and when I say younger students, I mean kids who were raised on video 

games, cell phones, facebook- why not leverage what they do? It’s not going to be for everyone 

tomorrow- but you could have said the same thing about PowerPoint five years ago. There are 

professors who use PowerPoint well, and there are those who use it to drag down their lecture. I 

would never want to be quoted as saying this technology is going to save us all and is going to be 

universally good. In the right hands, though, it can be better than we could ever hope to be face-

to-face. A great teacher with a great version of this application will do things that no one else 

will. 

 



As you've started to use this in the classroom, what obstacles do you face from the university- 

from administrators who are a little worried about this, or from students who don't like it? 

 

Again, I'm not going to pretend I'm at the implementation phase. What I can say is that I taught a 

class with 80 Stanford students in Second Life. Ten hours a week spent in Second Life. I 

delivered lectures in Second Life, they had to go to different places and learn different things in 

Second Life's areas, and I created a class wanting about 30 students, and I had 200 students sign 

up. I had to limit enrollment- and they loved it. The technology is always going to bother some 

people, but in general, students loved this class. The university was very supportive of it, and I 

did all the admin myself. 

 

How were the results? Did you have some way of evaluating how that class performed versus 

when you had taught the class in a traditional format? Did students learn measurably more? 

 

I chose not to make that comparison in this class. This was experimental, I wanted 30 kids- and 

got hundreds, and ended up settling at 80. I had to make it a little more formal than I wanted to, 

actually. If I had to take a guess, I would say the learning was different. What these students got 

being in Second Life was, first of all, diversity in terms of who they were learning with and 

meeting with: twelve year olds from Lithuania, people from all over the world, people they didn't 

meet in their physical lives from remote, rural places, physically handicapped people- you get 

everybody. Also, it was more hands-on learning. So, if there was a demonstration of folk music, 

instead of reading about it, they actually got stuck in the middle of a symphony, and could walk 

around in it. What did they lose? There's probably a level of accountability and rigor-I couldn't 

watch them all the time, just like I can put the teacher on auto-pilot, they can put the students in 

auto-pilot, and be in the other room. 

 

What way do you have of verifying that students actually do the things that you assign to them? 

 

In general, I'm a pretty hands-off teacher: if you want to learn, great. Students who are motivated 

to learn learn best. I try not to bring down the hammer. One thing we want to do is make sure 

that people spend exactly six hours a week inside Second Life. So we built a badge they could 

wear to monitor whether or not they were inside the world. But what we quickly got was people 

who would log in, and then do whatever-watch TV. So we built an idle-detector. Remember, 

every second I was getting all this data about their behavior. There was a little bit of a back-and-

forth: they'd beat the idle-detector, we'd detect better, I think we settled on something pretty 

good. 

 

So you do have tools to bring down the hammer if you wanted. 

 

The good and the bad part of being in any virtual space is that everything you do is tracked. You 



can think of lots of horrible things about that- Michael Phelps found that out- or you could find 

great things about that. For a teacher, if you want to know what your students are doing, you 

have a better tool than you've ever had before. Every second, I knew what part of the world they 

were in, what kind of movement they were doing, what they were typing. We chose not to check 

it up on real time, but if that was your goal, and if that was an ethical goal.... 

 

What sort of class was it? 

 

The class was called "Advanced Topics in Virtual Human Representation." It was neat, because 

we were using VR to study VR. It was fun. The one thing that was really educational that they 

never would have gotten otherwise is just what you said- I'm not going to trash the interface of 

Second Life, but people certainly did, and my students learned in a very non-abstract way the 

problems that go on with it, in terms of rendering speed, getting bumped off. In Second Life 

you've got a lot of- how do we say- adult oriented activity, and that interfering with things they 

were trying to do. They learned a lot about this stuff. It definitely had the feel of taking it out of 

the classroom. I guess this gets back to one of your earlier questions, I think it’s important to talk 

about virtual worlds these days, because when I first started in this work ten years ago, people 

would laugh at me, and think I was doing science fiction, but if you include video games within 

the genre of virtual worlds- which I certainly do- its critical to study this stuff- absolutely critical. 

People use video games more than movies, they use online video games, and in Asia you've got 

tens and hundreds of millions of people using these things. It's important to teach it, and if you're 

going to teach it, why not use the medium? It’s not going to be without its little problems. 

 

Is there anything in particular that you miss about teaching in person? What are some of the 

things you feel like you lose when teaching via avatar? 

 

I would change this the next time I taught it- what I didn't embed was the one-on-one face-to-

face time, or even the one-on-one digital time, so I didn't embed that within the structure of the 

class, and I feel like there were students who could walk in right now- one thing they did as 

students was choose a Second Life name- and that's what they used. So there was a level of being 

anonymous that, for this class, I would have changed a bit. That being anonymous has its 

advantages in lots of places, but the student teacher setting is not always one. One cool thing 

about being anonymous is that as a student is that there are no stupid questions. You can say that, 

but it’s hard to raise your hand to ask a question that you're a little worried about, especially if 

you're at a place that has Nobel Prize winners teaching classes. I would have embedded more 

one-on-one time, whether it was digital or physical. The rote stuff can be done by the avatar, and 

you can really do the interactive stuff. 

 

You mentioned using this type of technology to teach climate change and other abstract 

concepts- outside teaching, are there other areas that this concept could be applied to? 



 

Absolutely. Teaching is only about a third or a quarter of my area. I do a lot of work with the 

legal system, so we do work on police lineups. When you watch these TV shows where they 

wheel in live people? That's done in the US less than five percent of the time. Ninety-five 

percent of the time, it's done with photographs. You get photographs of people who match the 

description of the suspect, and have the witness look at them. What I like to say about a 

photograph is that a photograph is VR, it’s just really bad VR. It’s a digital image that was taken 

from just one angle, and one distance. What if you could have somebody introvert the space, see 

the suspect from the exact distance and angle that the crime was seen from? The other thing that 

we've run experiments with is showing context. If you learn material is a specific context, you 

recall it better in that context. You could hold the police lineup in the crime scene. There are a lot 

of innocent people in prison, because witnesses tend to be extremely overconfident. Confidence 

actually correlates zero prime negatively with accuracy. Eyewitness testimony is more important 

the DNA evidence- it’s the most important thing in our legal system for determining guilt, but 

not all that accurate. That's not my insight- there are hundreds and hundreds of papers on it. My 

insight is that, with virtual reality, there's a lot of ways you can use this to cull out these false 

testimonies. The people aren't being malicious, they're just wrong. In addition to the cues I talked 

about earlier, in terms of making a better visual match of the scene, what if my mouth is saying 

'yes, that's the guy' or 'no, that's not the guy,' but with virtual reality I can measure everything 

they're doing, and get tons and tons of data. What if I can use that data and build a mathematical 

model that is basically more reliable than what you say? What you do is- if it turns out that was 

the guy who stabbed me, I can say 'that was him' or 'no, it wasn't him,' but if it was the guy who 

stabbed me, I wouldn't be able to walk up to him and be three inches from his face and look him 

in the eye, because I'd be too scared. There may be subtle, non-verbal cues I can use. 

 

Kind of like a really advanced polygraph? 

 

Exactly. Police lineups is one area, we do a lot of work with empathy and diversity training, so 

there's this idea of walking a mile in someone else's shoes. Back when we started doing 

integration in this country, with blacks and whites, they had something called the "contact 

hypothesis"- that if you put blacks and whites together in the same schools, they'll learn about 

each other. It's a bit debated, but generally scholars agree that contact is good if you're trying to 

eliminate differences between groups. Now imagine that, instead of being near someone, you 

actually stepped into their body. Your avatar- that you're forced to wear, and forced to wear 

around other people- I, as a white male, can see myself as a woman of color. I am forced to 

occupy the body of someone who's an "out" group. We can use that to train someone about 

empathy and understanding other groups. We've run a lot of studies about that, with race, with 

age, and we've shown it’s a really good tool for training people about diversity. We've been 

doing work with software companies, developed corporate software, the US military, the army is 

doing this- not for strategic purposes, in the sense of warfare, but how do we interact with Iraqis 



or civilians in a positive way when we don't understand anything about them? One way to 

shortcut this learning about them is to put you in their shoes. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 


